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About DeepStorage

DeepStorage, LLC. is dedicated to revealing the deeper truth about storage, networking 
and related data center technologies to help information technology professionals de-
liver superior services to their users and still get home at a reasonable hour. 

DeepStorage Reports are based on our hands-on testing and over 25 years of experience 
making technology work in the real world.

Our philosophy of real world testing means we confi gure systems as we expect most 
customers will use them thereby avoiding “Lab Queen” confi gurations designed to maxi-
mize benchmark performance. 

This report was sponsored by SolidFire. However, DeepStorage always retains fi nal 
editorial control over our publications. 
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The Bottom Line

For cloud providers, translating raw performance into a profi table business opportunity 
has proved an elusive goal. This is, at least partially, because delivering performance 
in the form of a high number of input/output operations per second, or IOPS —at any 
cost— is useful to for a small subset of applications. The broader market opportunity: 
delivering consistently good performance to a large number of applications at a 
reasonable price. Successfully capturing this market requires solutions that can deliver a 
high level of managed performance and control.

There’s no question that solid-state disk (SSD) technology provides the means to meet 
demanding performance requirements. However, SSDs are often viewed as too expensive, 
on a dollar-per-gigabyte basis, for many applications. Driving down the capital and 
operating costs of high performance storage infrastructure requires advancements above 
the media layer. These system-level innovations are where SolidFire has focused its 
efforts.

SolidFire’s storage solution solves two critical, and interrelated, challenges facing cloud 
service providers looking to host business-critical applications: 

1) Enable, through guaranteed quality of service, the predictable performance 
required to host production applications in a multi-tenant cloud environment.

2) Deliver the system effi ciencies necessary to drive compelling economics for both 
the customer and the service provider. 

A solution that solves one of these challenges without addressing the other is inadequate 
for cloud providers, who compete vigorously on cost and quality of service.

For the purposes of this report, we will look beyond performance management and focus 
on how SolidFire has addressed effi ciency throughout its storage system architecture. 
While conventional arrays often include storage effi ciency techniques, such as thin 
provisioning, compression and data deduplication, very often these functions are simply 
bolted onto existing storage system architectures. Limiting their effectiveness and often 
taxing performance. 

In contrast, SolidFire avoids the pitfalls plaguing legacy designs by architecting its 
system for effi ciency from the ground up and delivering SSD performance at a cost 
that enables cloud service providers to profi tably host a wide array of mission-critical 
applications.
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Issues with Data Reduction Techniques in Primary Storage

Historically, storage vendors have employed a handful of effi ciency techniques to in-
crease a system’s usable capacity. While many vendors implement similar technologies 
their implementations are not all created equal. By getting under the hood to learn how 
a data storage vendor’s effi ciency technologies really work, customers can better under-
stand the differences between different methods for implementing common features, 
such as thin provisioning and deduplication. Only then can a customer choose the most 
appropriate solution for its data centers.

Before examining the effi ciency of the SolidFire storage system, let’s review how some 
other vendors have implemented the techniques available in the market today and a few 
problems those implementations present. Readers not familiar with techniques like thin 
provisioning, compression and data deduplication can fi nd a general discussion of those 
terms in an appendix to this paper.

Thin Provisioning

On many conventional disk arrays, the effectiveness of thin provisioning is limited by 
the compromises array vendors have made to retrofi t the technology into existing archi-
tectures. The most common accommodation is to allocate space to volumes in extents as 
large as 1 GB. As a result, applications or fi le systems that write small blocks at mul-
tiple locations across the system can quickly cause a thin-provisioned volume to become 
completely allocated—even though only a fraction of its capacity is actually utilized. 
Thin provisioning is also challenging because, should volumes grow to a point where the 
system runs short of disk space, storage administrators may not have adequate notice to 
accommodate this overage. 

Bolt-on thin provisioning can have a signifi -
cant negative impact on performance. Some 
systems must suspend access to a volume 
while allocating an additional extent, for 
example. This process can take as long as 
a few seconds, and applications may freeze 
as they are denied access to their data. In 
disk-based systems, thin provisioning can 
also reduce sequential I/O performance 
as data is spread across multiple extents, 
leading to fragmentation. 

When evaluating thin-provisioning 
technology within a storage system, it’s 
important to understand the impact of this 
functionality on live system performance.
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Data Compression

Compression is relatively common in secondary storage applications, like backup, 
and has become fairly straightforward to implement. However, vendors have been 
less successful applying it to primary storage, where random reads and writes are 
more common and latency can signifi cantly degrade application performance. Early 
attempts to integrate data compression into primary storage systems, like NTFS 
compression in Microsoft Windows, reduced the amount of disk space used, but at the 
cost of a signifi cant negative performance impact. This is especially true for random-
access performance, where the system is forced to decompress large data blocks to 
access a random 4 KB page, creating considerable overhead. As a result, most storage 
administrators are reluctant to enable data compression within their primary storage 
environments due to the risk of signifi cant performance impairment.

Data Deduplication 

Like data compression, data deduplication has been largely relegated to the backup 
arena because of the impact these schemes have on system performance. Breaking data 
into chunks; calculating a hash value for each; and then determining if that hash value 
is associated with any existing, known data chunk can consume a signifi cant amount of 
compute resources. Controllers on most conventional arrays are already busy manag-
ing virtualization, snapshots and replication tasks. Adding inline deduplication simply 
increases latency for write transactions as the deduplication process shares available 
central processing unit (CPU) capacity with these other array functions. 

This potential performance overhead helps explain why traditional array vendors that 
support deduplication often implement it as a scheduled background process. This ap-
proach does reduce CPU impact, but it does so at a cost in storage capacity and more 
complex system management since the amount of free disk space fl uctuates as data is 
written and later deduplicated. It also requires multiple writes to storage as deduplicat-
ed data is written and replaced multiple times, a clear negative in the context of solid-
state storage, as we’ll discuss.

Once data is deduplicated, a fi le that was originally written to the storage system se-
quentially is stored as a series of data blocks, which may be scattered across the whole 
of the deduplicated data store. When that fi le is read back, the blocks have to be reas-
sembled, or “rehydrated,” to recreate the original fi le. Rehydrating data from multiple 
blocks causes the system to perform a large number of random I/O operations to the 
back-end disk. The resulting reduction in sequential read performance has become 
known as a “rehydration tax.” 

In addition to slowing sequential reads, this rehydration tax increases the total amount 
of I/O the storage system must perform; causing in an unpredictable impact on the per-
formance of other applications accessing the system. 
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Snapshots

Most storage systems and virtualization platforms create snapshots using a copy-on-
write technique. When an application writes data to a given location on a snapshot-
protected volume, the storage system copies the contents of that location to the snapshot 
storage location. Copy-on-write snapshot implementations must perform three I/O op-
erations each time an application makes a write request: it must read the current data, 
write it to the snapshot store and fi nally write the new data to the block. This process 
overhead can exert a signifi cant drag on system performance, especially if users main-
tain multiple snapshots of the same volume.

The SolidFire Storage Solution

SolidFire’s storage system combines 
all-SSD performance with highly ef-
fi cient data distribution and manage-
ment. Embedded thin provisioning, 
data compression and data dedupli-
cation techniques that solve tradi-
tional storage defi ciencies making the 
SolidFire system cost competitive with 
high-performance disk arrays on a per-
gigabyte basis while delivering superior 
performance.

Hardware Architecture

The SolidFire system is based on a scale-out architecture using multiple 1U storage 
nodes. Each SolidFire node combines 10 multilevel cell (MLC) fl ash SSDs with the 
processing power, main memory and nonvolatile random-access memory (NVRAM) 
required to manage and 
cache its fl ash storage. The 
system uses dual 10 Gbps 
Ethernet ports for internode 
communications and host-
system access via iSCSI; an 
additional 1 Gbps Ethernet 
port on each node is used for 
management.

SolidFire’s scale-out architecture ensures network, cache and compute resources grow 
in tandem with capacity as the cluster is expanded. Compared with a more conven-
tional scale-up model, the SolidFire scale-out architecture should deliver near-linear 
performance gains as customers increase capacity by adding nodes to the cluster. From 
an effi ciency perspective, the scale-out design also ensures that there is suffi cient CPU 
and RAM horsepower to reduce and rehydrate data, regardless of the performance and 
capacity demands being placed on the system. 

The Deeper View

We have seen the future of solid-state storage and it is 
scale out. No single controller can keep up with the perfor-
mance provided by hundreds of SSDs. 
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Understanding How the SolidFire System Stores Data

Traditional storage arrays were designed around the performance characteristics of 
spinning disk drives. Hard disks can deliver respectable performance on sequential I/O 
but are much slower at random I/O because each disk-head movement adds several mil-
liseconds of latency. To maximize sequential read/write performance, disk arrays make 
every effort to write data to disk in a contiguous fashion.

In comparison, SSDs are capable of executing random and sequential reads at the same 
speed. However, they are substantially slower at writing data than reading it back. 
Even more signifi cantly, fl ash memory has limited write endurance; a typical MLC fl ash 
page can be written to only around 5,000 times before it can no longer reliably hold 
data. Accordingly, the optimal data layout on an all-fl ash storage system minimizes the 
amount of data that is actually written to fl ash and load-balances write traffi c across 
the entire system to extend the life of the media.

One key to SolidFire’s technology is its recognition that fl ash needs to be handled far 
differently from traditional spinning disk storage. SolidFire has architected its entire 
storage system accordingly, minimizing writes by compressing and deduplicating data 
before writing to its fl ash SSDs. When a host writes data to a SolidFire storage node, 
that write is divided into 4 KB data blocks. These blocks are immediately compressed 
and stored in the node’s NVRAM write cache. In addition, each compressed block is 
synchronously replicated to one or more additional storage nodes for data protection. 
An acknowledgement is returned to the host when—and only when—the data has been 
safely stored in the NVRAM of multiple storage nodes. 

The system then hashes the data contained in the compressed data chunk and looks for 
that hash value in its index of stored data, which is distributed across the entire cluster. 
If the data is already present, the SolidFire operating system updates its metadata to 
indicate that the previously stored block should be delivered when the host reads the 
data being written data, and the newly written block is discarded without ever being 
written to fl ash.  

If, however, the compressed data block has unique data, it is stored in the system’s 
block pool. The block pool is organized only by the content hash value, rather than when 
data was written or from where it originated. This type of content-aware architecture 
is similar to the content-addressable storage (CAS) architectures used by the leading-
edge object stores that cloud providers employ for bulk fi le storage. To maximize the 
effi ciency of storing compressed data blocks, the block storage pool doesn’t allocate space 
in fi xed-size chunks; instead, the system tightly packs blocks that vary in size, as deter-
mined by the compressibility of the data. 

Benefi ts of Inline Data Reduction Techniques 

SolidFire’s block data store architecture has several signifi cant advantages that stem 
directly from its design. 
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Performance Enhancement 
Improved performance is a key benefi t of deduplication and compression techniques 
being native to the SolidFire design. Each storage node is equipped with the CPU and 
RAM horsepower necessary to execute these effi ciency techniques inline; consequently, 
there is no performance tax that results from their usage within a primary storage 
infrastructure. It is also important to understand that this functionality is “always on” 
within a SolidFire system—the CAS organization of the block storage pool is indivisible 
from the data deduplication implementation.

Guaranteed Systemwide Effi ciency  
The nature of how the SolidFire system tags and stores data ensures that data is always 
stored resides in its most optimal form, compressed and deduplicated across both the 
NVRAM and SSD tiers. 

Increased Effective Capacity  
SolidFire increases effective capacity of the system by reducing the data footprint by fi ve 
to 11 times inline, before it’s written to fl ash. This means that SolidFire storage systems 
require signifi cantly less raw capacity compared with traditional storage systems bring-
ing the cost per gigabyte of data actually stored on the system in line with that of sys-
tems based on spinning disks.

Extended Media Endurance  
SolidFire extends the life of SSDs by wear-leveling write data across all the fl ash capac-
ity in all the SSDs in the system, a superior method compared with less sophisticated 
systems, which may wear-level across only the fl ash chips in each SSD. Moreover, the 
embedded hash function evenly distributes data across its address space, and therefore 
the SSDs in a SolidFire cluster, minimizing the impact of limited fl ash write endurance. 
These techniques combine to extend the fl ash page endurance of MLC SSDs to beyond 
fi ve years.

Use of MLC Media
SolidFire’s highly effi cient write techniques are designed around fl ash. That permits 
the use of more cost-effective MLC SSDs. In comparison, less write-effi cient solutions 
typically require more costly 
single-level cell (SLC) SSDs 
to achieve similar endur-
ance; use of SLC technology 
often drives the cost of all-
SSD solutions out of cloud 
service providers’ reach.

Reduced Overhead 
SolidFire’s block data store signifi cantly reduces the capacity, and compute, overhead 
that plagues other storage systems when performing common tasks. For example, when 
an operating system zeroes out a new volume or deleted space, the SolidFire system 
does not have to write data to the block store. Instead, the metadata for the volume is 
simply updated to include the zero data block or blocks. Because snapshots are defi ned 
as specifi c lists of included blocks, a snapshot is simply a copy of the block list of its par-
ent volume. Provisioning data to volumes and snapshots in fi ne-grain, 4 KB data blocks 
further reduces system overhead and enables provisioning of logical volumes without 
performance degradation and with minimal wasted space. 

The Deeper View

Optimizing an all solid state storage system to minimize 
writes boosts performance and endurance while enabling 
the use of more cost effective MLC fl ash. 
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Comparing SolidFire Effi ciency to the Competition 

Over the past few years, leading storage vendors have been busily augmenting their 
primary array designs with data effi ciency features. While most have been able to add 
some form of thin provisioning, compression and/or data deduplication, the end results 
aren’t as space-, power- or CPU-effi cient as they could be. Simply put, bolting this 
functionality on to an existing architecture requires compromises. The most common 
result is degradation of system performance. Legacy storage devices based on scale-up 
architectures don’t typically have the CPU horsepower necessary to execute these func-
tions inline without signifi cantly curtailing performance. This helps explain why storage 
effi ciency features on traditional primary storage arrays are often optional—and almost 
never deployed within a primary storage environment.

Regardless of whether effi ciency features are native or add-ons, there are clear differ-
ences in various vendors’ approaches. Below we walk through some of the most critical 
points of differentiation in more detail.  

Granularity

One common compromise array vendors make to reduce the CPU load of their storage 
effi ciency technologies is to allocate space or deduplicate data in large chunks. Second-
generation storage arrays, like HP’s 3Par and Dell’s Compellent, treat the entirety of 
their storage space as a single pool, allocating space as data is written one “chunklet” or 
RAID stripe at a time. 

Older systems that use more traditional RAID sets of dedicated drives have typically 
had thin provisioning implemented after the fact, frequently by automating the LUN 
expansion process. This often entails adding another slice of a RAID set to a thinly 
provisioned volume when it reaches some preset threshold. Such automated extension of 
volumes can, on some systems, cause a performance stutter for a few seconds as space is 
allocated. 

In addition, using large allocation extents can reduce the effi ciency gains of thin provi-
sioning. Some EMC systems, for example, allocate space from their free space pools to 
thinly provisioned volumes 1 GB at a time as data is written to the volume. If the host 
system writes 30,000,004 KB (30 GB plus 4 KB) it will consume 31,000,000 KB (31 GB) 
of disk space. On average, any such system will over-allocate half of an allocation unit 
for each volume. While this may not be signifi cant in a corporate data center with only a 
few large volumes, at 500 MB per volume, it has a massive impact on multitenant cloud 
data centers housing hundreds of logical volumes.

To minimize the effect of granularity on provisioning, SolidFire allocates data 4 KB at a 
time. This  increases effi ciency and reduces overhead by utilizing the smallest allocation 
possible while maintaining alignment with the native 4 KB allocation format used by 
many operating systems, applications and modern disk drives. 
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Granularity also has an impact on the effectiveness of data compression and data dedu-
plication. To make data compression work in traditional arrays, vendors have cobbled 
together various workarounds. Both EMC and NetApp, for example, store data in fi xed-
size blocks. As a result, their compression schemes are effective only if the data com-
presses to fi t in fewer blocks than what is required by the uncompressed data.

EMC and NetApp both perform their compression across “super blocks” that consist of 
eight standard allocation blocks of 4 KB or 8 KB each. The system will read the data 
from a super block, compress it in memory and then write it back. If the compressed ver-
sion will fi t in seven or fewer blocks, it will be stored in compressed form. This technique 
limits the space savings from compression to a multiple of storage allocation blocks and 
results in extra I/O operations on blocks smaller than the super block size, adding a 
signifi cant compression performance penalty for random workloads. 

The SolidFire system, in contrast, compresses each 4 KB allocation block on ingest and 
stores the data without shoehorning it into fi xed-size chunks. SolidFire’s unique solu-
tion to the variability of compression (the tight packing problem) results in at least 6.25 
percent1 greater compression versus the EMC/NetApp method. Storing only compressed 
data not only boosts SolidFire’s capacity, it also improves performance by increasing the 
effective cache size while simultaneously reducing network traffi c within a cluster. Be-
cause the scale-out architecture provides consistent CPU resources, SolidFire’s solution 
provides primary data compression without negative side effects.

Inline vs. Post Processing

Conventional storage array vendors, in an effort to minimize the load they put on their 
systems’ limited CPU resources, often choose to implement data deduplication and 
compression as background processes. This allows them to schedule compression and 
deduplication tasks to run in off hours, when the controllers are less busy with user I/O 
requests.

While post processing may be a reasonable compromise for some customers, it has a 
number of major drawbacks for cloud service providers. The most obvious: a system that 
does data reduction as a post process must have enough capacity to hold the data in its 
uncompressed, undeduplicated form. Most systems will likely have enough free space 
to hold the new data created in a day’s operations. However, administrators must still 
migrate all data to a system that does post-process data reduction in batches. 

In addition, while corporate data centers may enjoy suffi cient downtime to allow data 
reduction processes to run, cloud providers don’t have this luxury. Consequently, post-
process data reduction is not a viable option for this market. 

To avoid compromising data effi ciency for performance—or vice-versa—SolidFire’s scale-
out architecture ensures that, regardless of system size, there will always be suffi cient 
compute resources available to compress and deduplicate data on ingest and still deliver 
50,000 IOPS (input/output operations per second) per node. 

1. The EMC/NetApp method will result on average in 1/2 of an allocation block consumed beyond 
the size of the compressed data or 6.25% of the original data.
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Limited Deduplication Domains

The promise of data deduplication is that it allows a storage system to store only a 
single copy of data, regardless of how many different hosts write the same exact blocks. 
The greater the redundancy within a data set, the greater the payback from deduplica-
tion.

In order to deliver the maximum benefi t from data deduplication, a storage system 
needs to store as much data as possible in a single deduplication realm . NetApp’s solu-
tion limits a deduplication domain to a single aggregate, also known as a RAID pool. 
With the latest version of NetApp’s Data OnTap software, an aggregate can hold up to 
100 terabytes (TB) of data. However, most organizations will create smaller aggregates. 

Storage administrators will 
often construct multiple aggre-
gates to create multiple perfor-
mance tiers or to isolate appli-
cations. As a result, NetApp’s 
data deduplication effi ciency is 
constrained by the size of the 
aggregate.

The challenge for administrators dealing with multiple deduplication domains is the 
need to continually balance data across pools. If an administrator stores virtual Win-
dows servers across multiple deduplication domains, for example, a copy of the core 
Windows DLL fi les will be stored in each. That increases the real capacity required to 
store that data set. 

In contrast, with a SolidFire system, regardless of whether a cluster is made up of fi ve 
or 100 storage nodes, there is always only one storage pool and related deduplication 
relamthat needs to be managed by the system—a simple and elegant solution.

All Solid State Equals Improved Effi ciency

Solid-state storage systems have two signifi cant effi ciency advantages: power and space 
savings and data rehydration performance.

Published SPC-1/E benchmark results for a NetApp FAS3270 unifi ed storage system 
show that it delivered a little over 49,000 IOPS while consuming 2800 watts of power, 
or 17.55 IOPS per watt (using 120 x 300 GB/15K RPM disk drives)2. Comparatively, 
SolidFire’s literature indicates its cluster delivers 162.8 IOPS per watt, with a fi ve-node 
system delivering 250,000 IOPS from just 50 300 GB SSDs.

The main disadvantage of data deduplication in primary storage applications is the way 
the deduplication process spreads the contents of a fi le across the storage system space. 
Reading large fi les sequentially on a disk-based system forces the disk drive heads to 
move to read each block. This results in additional latency and a signifi cant perfor-
mance penalty. Because SSD performance is the same for random and sequential reads, 
this data rehydration performance penalty is avoided.

2  http://www.storageperformance.org/benchmark_results_fi les/SPC-1E/NetApp/AE00004_Ne-
tApp_FAS3270A/ae00004_NetApp_FAS3270A_SPC1E_executive-summary.pdf

o
g
m
c
d
c
a

The Deeper View

Implementing data deduplication in a single domain 
increases its effectiveness and simplifi es system manage-
ment. 



10

The Storage Effi ciency Imperative

Data Effi ciency in the Real World

While data-reduction techniques like compression and deduplication look great on 
paper, the reality can vary wildly depending on the applications in question. Realized 
compression and deduplication ratios are also dependent on the data set and the reduc-
tion technology in use.

Some data types, like text fi les and databases, compress well. Other data sets, like 
farms of virtual Windows or Linux servers, compress less but deduplicate very effective-
ly. In our experience, databases typically compress from 3:1 to 6:1, while virtual server 
farms can deduplicate as much as 20:1.

While estimated data reduction ratios are useful, to make any real assumptions about 
the benefi ts of any particular storage effi ciency technology requires more concrete 
fi gures. To that end, SolidFire provides its eScanner tool to help customers understand 
exactly how their data reduction techniques will impact any storage environment. 
Simply set eScanner, which is delivered as a simple command line application, to work 
scanning your fi le systems and VMware data stores, then upload the collected data to 
SolidFire for analysis.  

SolidFire will generate a report indicating just how much space each of its data reduc-
tion techniques will save. We looked into SolidFire’s database of results and found the 
information in the table below. 

Data Set Thin Provisioning Compression Data Deduplication Total Savings

Databases 1.4:1 5.2:1 1.7:1 12.6:1

Virtual Machines 1.3:1 1.5:1 11.9:1 23.6:1

Average of all 
eScanner runs 1.8:1 2.3:1 2.3:1 10.1:1

Conclusions

While we can safely assume 
that SSD-based storage will 
be fast, any system cloud 
providers rely on to hold 
their customers’ mission-
critical application data has 
to deliver more than just 
speed. By properly imple-
menting effi ciency features 
like compression and data 
deduplication, storage vendors can deliver all-solid-state systems that are not just fast 
but also reliable, scalable and cost effective.

The Deeper View

We believe potential SolidFire customers can safely use 5:1 
to 7:1 deduplication ratios when calculating the amount of 
storage space they’ll need in a SolidFire system for data-
bases, virtual machines and other similar workloads. 
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When comparing competing storage systems, and storage vendors, it is imperative to 
remember that the devil is in the details and that one size does not fi t all. Examine 
prospective storage vendors’ design choices in context of how well they align with ex-
pected workloads and usage models. Only then can a customer weigh competing claims 
in an informed manner. In the cloud provider market, where cost of service can make or 
break a business, making the right decision is not just a technology, but also a survival, 
imperative. 

APPENDIX

Thin Provisioning

On standard storage systems, a logical volume consumes a constant amount of space 
from the time it’s created, or provisioned, until it’s discarded. Because servers don’t re-
spond well to running out of disk space, administrators often oversize volumes to accom-
modate current and expected capacity requirements. Many organizations further impair 
utilization through rigid policies that discourage effi ciency, such as allocating array 
volumes to servers in standard sizes. For example, if an Oracle database administrator 
comes to the storage team and says he needs 480 GB of space, the storage administrator 
normally allocates 750 GB because there wouldn’t be enough headroom in 500 GB. As 
a result, most organizations only use 30 percent to 50 percent of the disk space that is 
allocated to a particular server. 

Thin-provisioned systems enhance capacity utilization by allocating disk space to vol-
umes only when they’re actually written to. An empty 750 GB logical unit number 
(LUN) on a thin-provisioned system takes up just a few megabytes of disk space, even 
though the server connected to it sees a 750 GB logical disk. Many organizations fi nd 
that thin provisioning allows them to allocate volumes beyond the actual disk space 
they’ve purchased.  

Compression

The term data compression today refers to a rather wide variety of techniques for 
increasing the density of a set of data. In general, common lossless compression algo-
rithms, like the Lempel-Ziv (LZ) family, analyze a block of data and replace data pat-
terns that repeat. LZ compression has been built in to standard tape drives since at 
least the 1990s but has only recently begun to be adopted in primary storage systems.

Data Deduplication

Data deduplication identifi es segments of duplicate data and stores just one copy of 
each data chunk, regardless of how many times the storage system has been told to 
store the data. Data deduplication was fi rst applied to archival and backup systems. 
Since most organizations store  multiple generations of backups for each production 
system, this environment was, as Data Domain proved in fairly rapid fashion, ripe for 
data deduplication.
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While every storage vendor that has implemented data deduplication uses a slightly 
different method, the vast majority leverage a technique referred to as “chunking and 
hashing.” These systems take an incoming data stream or set of data already in storage 
and divide it into a set of smaller—typically 4 KB to 128 KB—data chunks. A hash func-
tion, like SHA256, is then used to create a smaller digest that describes the data in the 
chunk. The system can then compare that digest to an internal hash table to see if data 
similar to the new data chunk has already been stored. When a new data chunk has 
been determined to contain the same data as a chunk that was previously stored, the 
system inserts pointers in its internal fi le system, or other data layout, to the existing 
data chunk rather than storing the  new, duplicative chunk.

Snapshots

Storage snapshots provide a point-in-time view to the contents of a fi le system or stor-
age volume. Snapshots are used for rapid recovery of data sets that may be damaged 
or corrupted as well as to create space-effi cient copies of data sets for development, test 
and related uses. 
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